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What is logistic regression?
I Data: features xi ∈ Rp and labels yi ∈ {−1,+1}.
I yi = sign(xTi β

∗ + σεi ), ‖β∗‖2 = 1, σ > 0.

β∗

Logistic regression is...

arg min
γ∈Rp

n∑
i=1

log(1 + exp(−yixTi γ))
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What is logistic regression used for?



Problems of logistic regression
I Distribution of estimator γ̂ difficult to calculate

I Asymptotically normal.

I Approximation is bad if:

σ small2 n small3 p large4
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What’s the problem?

I Linear separation
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γ

I Monotone likelihood: γ 7→ log(1 + exp(−yxTγ)).
I ‖γ‖2 ↗∞ implies Loss ↘ 0.

I This is likely, if: σ ≈ 0, n�∞, p � 1.
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What’s the problem?

”there is an urgent need for new research to provide guidance for
supporting sample size considerations for binary logistic regression”

van Smeden et al. [2016]



The model

β∗

β∗

σ ≈ γ
∗

n i.i.d. observations (xi , yi ) ∈ Rp × {−1,+1}, where:

yi := sign(xTi β
∗ + σεi )

Parameters β∗ ∈ Sp−1 and σ > 0 unknown. We assume
(x , ε) ∼ N (0, Ip+1).

γ∗ := arg min
γ∈Rp

E log(1 + exp(−yxTγ))
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Estimation
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Classical asymptotics

E.g. van der Vaart [2000]:

√
n(γ̂∞ − γ∗)→ N (0, I−1σ,β∗)

Gives asymptotic rate (σ . 1):√
p

nσ
. ‖γ̂∞ − γ∗‖2 .

√
p

nσ3

Weird.
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Solution: Treat classification separately

Noise level σ

Classification error
∥∥∥ γ̂
‖γ̂‖2 −

γ∗
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2

√
σ3p/n

I Asymptotic upper bound5:
√
σ3p/n if σ . 1.
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Solution: Large and small noise regime

Noise level σ ∼ 1
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I Problems if strong signal, few observations or high dimension
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Main result

Theorem (K & van de Geer, 2023)

Let t > 0 and:

r :=
p log n + t

n
. 1, M &

1

r
.

Then with probability at least 1− 5 exp(−t),

Regime σ . r r . σ . 1

Classification
∥∥∥ γ̂
‖γ̂‖ −

γ∗

‖γ∗‖2
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2
. r

∥∥∥ γ̂
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‖γ∗‖2

∥∥∥
2
.
√
σr
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√
r
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Classification error VS noise level
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Here r := p log n
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Classification error VS sample size

sample size n
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‖γ̂‖2 −

γ∗

‖γ∗‖2

∥∥∥
2

)

p/σp

σ

r
√
σr

I Improving performance is “cheaper” for small n!
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How do we know which regime occurs?

Recall that r := p log n
n .

Regime σ . r r . σ . 1
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√
r
σ3

It follows that:

‖γ̂‖2 &
n

p log n
⇒ small noise regime

‖γ̂‖2 .
n

p log n
⇒ large noise regime



How do we know which regime occurs?

Recall that r := p log n
n .

Regime σ . r r . σ . 1

Confidence ‖γ̂‖2 & 1
r |‖γ̂‖2 − ‖γ∗‖2| .

√
r
σ3

It follows that:

‖γ̂‖2 &
n

p log n
⇒ small noise regime

‖γ̂‖2 .
n

p log n
⇒ large noise regime



What can we say if the data is separable?

(x1,+)

(x5,+)

(x3,−)

(x4,−)

(x2,−)

γ

I ‘large noise’ σ & p log(n)/n ⇒ not separable

I Separable ⇒ not large noise! (whp)

I Same rate as noiseless case (up to log n)
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Some ideas of proof: σ & r

I Split loss in two parts, treat separately:

log(1 + exp(−|xTγ|)) + |xTγ|1{yxTγ < 0}

I Quantify distance to γ∗ with:

d∗(γ) :=

√
‖γ∗‖2

∥∥∥∥ γ

‖γ‖2
− γ∗

‖γ∗‖2

∥∥∥∥2
2

+
|‖γ‖2 − ‖γ∗‖2|2

‖γ∗‖32

I Lower bound excess risk with Taylor expansion + convexity

I Upper bound excess risk with empirical process theory
Bernstein & Bousquet’s inequality, localization, peeling
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Some ideas of proof: σ . r

I Problem: possibly ‖γ∗‖2 6≤ M, maybe Pnl(γ
∗) < Pnl(γ̂).

I Exploit linearity of ‖γ‖2 7→ |xTγ|1{yxTγ < 0},
compare γ̂ to ‖γ̂‖2 γ∗

‖γ∗‖2 .

Exploit that log(1 + exp(−|xTγ|)) is small if ‖γ‖2 is huge.

I New problem: need to control ‖γ̂‖2.
Three case distinctions:

‖γ̂‖2 ≥ M/2 ≥ ‖γ̂‖2 ≥ 6 ≥ ‖γ̂‖2.

I Lower bound excess risk using Gaussian tail bounds.

I Upper bound similar as before (angles - easier).
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Final slide
Logistic regression has problems if:

σ small7 n small8 p large9

New:

I Fast classification if ‖γ̂‖2 & n
p log n ,

I Parametric rate if ‖γ̂‖2 . n
p log n ,
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Merci pour votre attention!
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